Offline Meta-learning for Real-time Bandwidth
Estimation

Aashish Gottipatil, Sami Khairy3, Yasaman Hosseinkashi®, Gabriel Mittag3, Vishak Gopal3,
Francis Y. Yan?, and Ross Cutler’
1Department of Computer Science, University of Texas at Austin, Austin, Texas
2Siebel School of Computing and Data Science, University of Illinois Urbana-Champaign, Urbana, Illinois
3Microsoft, Redmond, Washington

Abstract—Real-time video applications require dynamic bi-
trate adjustments based on network capacity, necessitating ac-
curate bandwidth estimation (BWE). We introduce Ivy, a novel
BWE method that leverages offline meta-learning to combat
data drift and maximize user Quality of Experience (QoE). Our
approach dynamically selects the most suitable BWE algorithm
for current network conditions, enabling effective adaptation
to changing environments without requiring live network inter-
actions. We implemented our method in Microsoft Teams and
demonstrated that Ivy can enhance QoE by 5.9% to 11.2% over
individual BWE algorithms and by 6.3% to 11.4% compared
to existing online meta heuristics. Additionally, we show that
our method is more data efficient compared to online meta-
learning methods, achieving up to 21% improvement in QoE
while requiring significantly less training data.

Index Terms—Bandwidth Estimation, Metalearning, Video-
conferencing

I. INTRODUCTION

Real-time video is ubiquitous, and an essential algorithm
to maintain user experience is bandwidth estimation (BWE).
BWE refers to the process of estimating the available network
capacity. Modern videoconferencing solutions continuously
adjust video encoding bitrates and rely on BWE algorithms to
avoid overloading the network and degrading user experience.
Despite efforts in BWE [1]-[3], there is no one size fits
all solution. A recent study indicates that prior methods are
unable to adapt to increasing network heterogeneity, with
nearly 80% of users expressing frustration and reporting
degraded videoconferencing experience on popular platforms
such as Zoom, Teams, and Skype [4].

To address the adaptability limitations of existing BWE
methods, training a customized model for each network sce-
nario has emerged as a promising solution [1]. This “spatial”
customization has benefits, but network environments can
still drift on the “temporal” dimension, due to nonstationarity
(network dynamics are not constant and can vary significantly
with the passage of time), leading to a degradation in BWE
performance. Periodically retraining models with new data is a
common strategy to address data drift, but it suffers from high
retraining costs and catastrophic forgetting [5]. When trained
on new network conditions, a BWE model may abruptly
discard previously learned bandwidth patterns— effectively
trading performance in new scenarios for degraded accuracy

in previously well-handled network conditions. Furthermore,
network environments may drift at a finer granularity, at the
second level within the same video session. We observe stark
differences between production-grade bandwidth estimators
when network environments drift from stable to volatile
conditions. A/B testing reveals mutual regressions ranging
from 1.6% to 28.5% in user QoE between our Quality of
Service (QoS)-driven estimator and Quality of Experience
(QoE)-driven BWE during live videoconferencing sessions—
with no universally optimal BWE across network conditions
(see Table I).

Our key insight to address data drift is to utilize multiple
custom BWEs and dynamically switch between them based on
the network state. Instead of optimizing BWEs directly, we
instead optimize the selection of BWEs. Choosing between
BWEs offers several advantages: (1) it helps mitigate the issue
of catastrophic forgetting by employing multiple specialized
BWEs rather than depending on a single solution that is
periodically retrained; (2) it allows us to bootstrap from prior
efforts by directly reusing previously released BWEs; and (3)
selection is decoupled from bandwidth estimation and can
occur at longer, less frequent intervals. By operating above
the estimator at a meta layer, we can achieve more accurate
assessments of the network environment and user QoE.

However, selecting the optimal BWE presents three key
challenges: First, QoS and QoE have an ambiguous rela-
tionship, e.g., a 50% throughput reduction from 4 Mbps
to 2 Mbps may not impact user experience due to modern
enhancements such as super resolution [6]. Second, network
environments fluctuate rapidly, with different BWEs reacting
uniquely to transient conditions, complicating fair algorithm
comparison [7]. Third, practicality concerns arise as online
learning approaches require thousands of live calls [1] with
active exploration, potentially degrading QoE by increasing
video freeze rates up to 79% [8], making online learning from
scratch impractical for live production environments where
call quality is paramount.

To address the previously mentioned challenges, we intro-
duce Ivy'. Ivy is trained entirely from offline telemetry logs to
maximize user QoE based on observed network observations,
bridging the gap between QoS and QoE. We leverage Implicit
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TABLE I: Video QoE (Mean Opinion Score) over 400 calls comparing QoS-driven (UKF [2]) and QoE-driven (R3Net [2])
BWEs in low bandwidth (LBW) and high bandwidth (HBW) network conditions shows that neither is universally optimal.
Differences are statistically significant (Welch’s t-test, p < 0.01), since the test evaluates mean differences relative to their
standard error, allowing significance even when 95% confidence intervals overlap.

Stable LBW Fluctuating LBW | Burst Loss LBW | Stable HBW | Fluctuating HBW | Burst Loss HBW
UKF 1.20 +0.02 2.08 +0.23 1.11+0.03 4.17+0.05 2.174+0.27 1.91 +£0.28
R3Net 1.17 £0.08 2.00 + 0.04 1.03 £ 0.02 4.24 £0.01 2.79 £ 0.06 2.44+0.12
[A % ] 2.50% [ 4.00% [ 7.00% [ 1.60% [ 28.50% [ 27.70% |

Q-learning (IQL), an offline reinforcement learning (RL)
algorithm [9], which allows Ivy to learn from past experiences
without the need for live network interactions. Lastly, we
design our method to operate at a coarse 6-second decision
interval, enabling Ivy to more effectively monitor the impact
of a given BWE on user QoE. In essence, Ivy functions as
a metapolicy that dynamically selects the most suitable BWE
algorithm based on the observed network conditions, with the
goal of maximizing user QoE. We deploy Ivy in Microsoft
Teams and utilize a diverse set of traces from fluctuating,
burst loss, and stable bandwidth scenarios and nonstationary
environments such as Broadband (BB), 5G, and low earth
orbit (LEO) networks to analyze the performance of Ivy.
Thus, we make the following contributions:

1) We propose Ivy, a metapolicy that dynamically selects
the most suitable BWE algorithm based on the current
network conditions.

2) Our live videoconferencing evaluations demonstrate that
our offline meta-learning approach outperforms online
QoS meta-heuristics, improving video QoE by 6.3% to
11.4%.

3) We establish the practical advantages of offline learning,
with Ivy delivering up to 21% better performance than
online meta-learning while requiring substantially less
training data.

II. RELATED WORK

Hybrid Systems. Previous methods have combined
learning-based agents with heuristic-based components to act
as guard rails for unstable network conditions [10]. Unlike
these approaches that use heuristics as safeguards, Ivy directly
matches each policy with its optimal environment. While
Orca [11] combines classical and RL methods for separate
congestion control tasks, Ivy coordinates the use of multiple
policies for a single task: bandwidth estimation.

Exploration-Exploitation Heuristics. Online heuristics
employ exploration-exploitation cycles to greedily select con-
trol algorithms based on network feedback [12]. However,
these approaches suffer from two key limitations: they prior-
itize short-term gains over strategic planning, and they opti-
mize for QoS metrics (see Table II for common formulations)
rather than QoE. As demonstrated in Table I, improvements
in QoS do not consistently translate to enhanced user experi-
ence. In contrast, Ivy addresses these limitations by directly
optimizing for long-horizon user QoE through offline RL.

RL-based Metapolicies. Several meta-approaches leverage
RL to dynamically select between different control algorithms.

TCP-RL [13] employs online RL to choose network control
algorithms by maximizing QoS metrics. Most similar to our
work, Floo [7] selects between congestion control algorithms
using online RL to maximize QoE. While these approaches
demonstrate the potential of metapolicies, they require thou-
sands of live calls [1], limiting their practicality. In contrast,
Ivy optimizes QoE from offline telemetry logs without requir-
ing live network interactions, reducing deployment overhead
in production environments. To our knowledge, Ivy is the first
method to apply offline meta-learning to BWE.

III. METHODS
A. Design Decisions

Despite numerous BWESs, no universal solution exists. Re-
cent approaches address data drift through periodic retraining
[1]; however, despite frequent retraining, our initial experi-
ments (see Table I) suggest the potential for extreme drops
in performance. Rather than relying solely on a single model,
we propose dynamically selecting BWEs based on network
conditions. Our design addresses three key challenges:

First, we associate BWEs with their appropriate network
environments. Following prior work [7], we adopt 6-second
monitoring windows [7] to better estimate the QoE impact of
a specific BWE in a given network setting. Additionally, we
maintain the decision history and design a state space com-
bining immediate transport layer conditions with historical
performance to capture long-term decision impacts. Second,
we address practical constraints of production training by
leveraging offline RL, which handles the sequential nature of
BWE selection while enabling long-term QoE maximization
from fixed offline datasets without requiring live network
interactions. Third, we bridge the gap between QoS and user
QoE. We achieve this by adopting standard network QoS
signals as inputs, while optimizing directly for video QoE
rather than network QoS metrics. We now introduce the key
implementation details of Ivy.

B. Problem Formulation

Given a fixed set of offline telemetry logs, we seek to learn a
metapolicy that selects the most suitable bandwidth estimation
policy to utilize for a given network environment.

Implicit Q-Learning. RL problems are formulated
in the context of a Markov decision process (MDP)
(S, A, po(s),p(s'|s,a), r(s,a),v), where S is the state space,
A is the action space, pg is the distribution of initial states,
p(s’|s,a) is the transition probabilities, r(s,a) is the reward,
and ~ is the discount factor. Agents interact with the MDP
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Fig. 1: Ivy Network Architecture.

according to policy m(a|s). The goal is to learn policy 7* by
maximizing the cumulative discounted rewards:

argmax, Ex | 3720 7' (50, a0)|s0 ~ po(-), a0 ~ w(:|s0), ses1 ~ pl-Jsis a0)|
ey
In contrast to online methods, offline methods are unable
to query the environment and are allotted only a fixed set
of offline experience. Offline learning relies on the notion
of “stitching” where multiple policies can be combined into
a single, more effective policy. Recent offline RL methods
perform stitching by minimizing the temporal difference (TD)
error in an effort to approximate the () function. Note that )
captures the expected cumulative discounted rewards given
state s; and action a;. Given that no environment is avail-
able to query, recent offline approaches handle counterfactual
queries (i.e., “what if”” scenarios) by conservatively estimating
the expected rewards [14]. Improperly handling counterfactual
queries can lead to poor generalization as the agent follows
suboptimal trajectories based on inaccurate reward estimates
for out-of-distribution actions [14]. However, IQL extracts the
@ function without ever querying actions beyond the offline
dataset. More formally, IQL [9] formulates the TD error as
follows:

L(0) = E(s,0,5)~D [(r(s7 a) + ymax Qy(s',a") — Qo(s, a))z]

@)
where D is the dataset, (Qy is a parameterized Q-function,
Q; is a target network, and the policy is defined by 7(s) =
argmax, Qg (s,a). IQL leverages expectile regression to ap-
proximate the state conditioned targets in the maximization
step, avoiding counterfactual queries. After estimating (), the
policy can be extracted through advantage weighted regres-
sion [15]. By constraining the learning procedure, IQL avoids
issues with out-of-distribution actions (e.g,. overestimating the
expected reward) which can lead to poor generalization from
the offline dataset.

RL Formulation. At each decision interval ¢, we construct
state s; = (cz;, ﬂ,l;,@,v‘z,ﬁ,z}) to capture the network
conditions and the previous policy decisions. Building on
prior work [2], state s; captures the following normalized
QoS signals observed at interval ¢: one-way delay dy, packet
interarrival time ﬂ, number of lost packets I, proportion of
audio packets received w;, proportion of video packets 3,
and receiving rate z;. These QoS state variables consist of

a’'€A
/

strg(a’ls’)>0

multiple measurements which correspond to a coarse view
of the network environment over the previous 6 seconds, a
monitoring window suggested by prior works [7]. Providing
the full 6 seconds of QoS signals at 60 ms intervals increases
the state size by an order of magnitude. To strike a balance
between state size and network state granularity, we opt for
a more coarse grain approach and collect 10 measurements,
where each sample measurement for each QoS metric repre-
sents the average for a 600 ms window. In contrast to the QoS
signals, z; captures the previous 5 metapolicy actions, which
enables the policy to capture the longterm impacts of prior
policy decisions. We input the 65 dimensional state s; into
our actor network.

Our parameterized policy 7y is represented with a two-
layer multi-layer perceptron (MLP) in Figure 1. Given sy,
our policy network selects the BWE M; to run for the
next time interval [¢,¢ + 1) with output index argmax;a;
where a; € {0,1}/™! and |M] is equivalent to the number
of BWEs. During training, we provide QoE reward r; by
averaging the observed video Mean Opinion Score (MOS)
over the interval [t,t 4+ 1). MOS ranges from 1 (poor) to 5
(exceptional). We employ a LSTM-based vision model that
takes into account temporal distortions to compute the video
MOS per received video frame. Estimates were shown to have
99% correlation with user visual experience [16]. While prior
work defines QoE using QoS metrics (throughput, freezes, and
loss rate), we choose MOS as it is the “industry standard” for
user experience evaluation (conferencing software commonly
requests 5-star ratings post-call).

C. Data Collection

Offline learning is bound by the best combination of poli-
cies present in the fixed offline dataset. To ensure adequate
coverage over the space of metapolicies, we collected logs
from 1000 videoconferencing calls using a random policy.
Videoconferencing calls were conducted for 2 minutes over
emulated links where network traces were sampled from
diverse scenarios, encompassing fluctuating bandwidth, burst
loss patterns, and stable connections with bandwidths ranging
from 0.1 Mbps to 8 Mbps, as well as real-world nonstationary
environments such as BB, 5G, and LEO. To enhance dataset
diversity, we uniformly sampled environmental conditions,
with packet loss rates ranging from 0 to 0.25 and round-trip
delay times varying from 40 to 60 ms.

At each decision interval, the random policy uniformly
selects among a pool of BWEs (e.g., UKF and R3Net) to
run for the next interval. Our telemetry logs the relevant
trajectory information: the history of metapolicy actions, the
QoS network metrics, and the average estimated video MOS.
Experience was collected once prior to training.

D. Training Details and Implementation

We represent our metapolicy with a two-layer neural net-
work (see Figure 1). Each layer consists of 128 neurons.
We utilize a ReLU activation function for the first hidden
layer and apply a softmax to the output layer. Although prior



works leverage recurrent models for BWE [2], we observed
no QoE improvements from adopting a more complex model
architecture. We hypothesize that the 65-dimensional state
vector already captures the necessary features for effective
BWE selection. Ivy was trained on offline experience col-
lected according to the procedure detailed in Section III-C.
Additionally, we experimented with decision intervals of 1.2s,
3.0s, and 4.8s (multiples of 60ms); however, we observed no
statistically significant difference in user QoE when compared
to 6.0s decision intervals. Each videoconferencing call was
treated as a single training sample. The batch size was set
to 128 and default IQL hyperparameters were utilized. Ivy
was trained for 100 epochs without a single live network
interaction.

We implement and train Ivy in Pytorch. Ivy is deployed
directly into our RTC media stack for receiver-side bandwidth
estimation. Ivy’s lightweight architecture introduces minimal
resource overhead: the memory footprint increases by 0.2 MB,
while maintaining real-time bandwidth estimates on Microsoft
Teams compatible devices at the industry-standard 60 ms
granularity.

IV. EVALUATION

The key takeaways from our evaluations are as follows:

1) Ivy enhances video QoE by 5.9% to 11.2% over indi-
vidual BWE estimators.

2) Our offline QoE-driven approach outperforms online
QoS meta-heuristics, delivering 6.3% to 11.4% video
QoE improvements.

3) Ivy effectively handles network nonstationarity, achiev-
ing up to 6% video QoE improvements across diverse
environments (5G, BB, and LEO) compared to baseline
estimators.

4) Our offline meta-learning methodology delivers up to
28% better performance compared to online meta-
learning while using the same amount of training data.

A. Setup

Environment Setup. We evaluate Ivy on two complemen-
tary testbeds with A/B testing. We conduct peer-to-peer video-
conferencing calls with BWEs running at 60ms granularity
and metapolicy decisions executing every 6 seconds. In our
primary setup, we utilize a Linux-based network router with
netem to emulate various network conditions across randomly
selected machine pairs within the same datacenter. Tests run
on holdout traces covering fluctuating, burst loss, and stable
conditions in both low bandwidth (LBW) and high bandwidth
(HBW) environments. For additional validation, we leverage
Cloudlab [17], AlphaRTC [18] (an open-source RTC stack),
and the Mahimahi network emulation tool [19] and evaluate
performance on public network traces [20] from real-world
5G, BB, and LEO satellite environments.

Baselines. We evaluate Ivy against three baseline cat-
egories. (1) We compare against the following individual
estimators. UKF [2], an unscented Kalman filter optimized for
QoS; R3Net [2], an LSTM-based estimator trained via offline
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Fig. 2: Comparison between Ivy and Individual Estimators.

RL to maximize video MOS that has previously shown a
mix of improvements and regressions across network environ-
ments in comparison to production-grade UKF. (2) We com-
pare against online exploration-exploitation and rule-based
metapolicies. For exploration-exploitation, we implement 6-
second decision intervals. We follow prior approaches [12]
and begin exploration with the more conservative QoS-based
BWE UKEF. The estimator achieving higher QoS utility during
exploration (see Table II for QoS formulations) is selected for
the remainder of the call. Additionally, we compare against
three rule-based approaches: jitter-based, delta-based, and a
combination of the two. The jitter threshold is set to 25 ms.
In contrast, for the delta-based rule, if the difference between
UKF and R3Net exceeds one standard deviation from prior
estimates, then the policy defaults to the QoS-driven UKF
estimator with R3Net running during stable conditions. Rule-
based parameters were selected based on empirical observa-
tions. (3) We baseline against online RL meta-models trained
via Proximal Policy Optimization (PPO) [21], a state-of-the-
art online RL algorithm. We train multiple online meta-models
on live videoconferencing calls from traces drawn from the
same training trace distribution as Ivy.

Metrics. We define QoE in terms of the estimated video
MOS. We normalize the reported MOS values by the best
performing BWE in each network setting. Unless otherwise
specified, we report the normalized mean video MOS with
two-sided 95% confidence intervals.

B. Comparison with Baseline Estimators

Remark: Ivy intelligently adapts to network conditions
by selecting the most suitable bandwidth estimator for the
current environment. Specifically, in LBW environments,
Ivy performs on par with UKF while improving video QoE by
6.2% over R3Net (see Figure 2). In HBW environments, Ivy
matches R3Net’s performance while delivering an 11.2% QoE
improvement over UKF. While the aggregated improvements
may appear modest on a normalized scale, their practical
significance is substantial. User experience in real-time video
is highly non-linear; users are far more sensitive to sudden,
jarring events such as freezes than to minor fluctuations in
quality. Ivy’s primary value lies not in small, constant gains
but in its ability to mitigate catastrophic failures. For instance,
Ivy prevents the sharp, perceptible quality drops that frustrate
users by avoiding situations where a single estimator’s per-
formance can plummet by 27.7% under unfavorable network



TABLE II: QoS Objectives Tested.

Objective Formulation
Vivace rate! — 3 - rate - % — 7y - loss - rate
Power Variant rate - (1 — loss) / delay
Power rate / delay
Throughput rate

conditions. In practical terms, Ivy prevents the user experience
from degrading from Poor (MOS 2.44) to Bad (MOS 1.91)
during burst loss events (Table I). By consistently selecting
the better-performing algorithm, Ivy delivers a more reliable
and stable experience, where the key benefit is the absence of
severe degradation.

C. Offline Learning vs. Online Meta Heuristics

Remark: Divergence between QoE and QoS leads to
suboptimal performance in HBW environments. After
conducting 300 videoconferencing calls per approach, we find
that Ivy improves video QoE by approximately 6.3% to 11.4%
compared to common online QoS meta heuristics and hybrid
methods (see Figure 3). Despite being trained completely
offline without network interactions and maintaining a fixed
runtime policy, Ivy achieves superior performance by directly
optimizing for user experience rather than network metrics.
This advantage is most pronounced in HBW environments,
where QoS-driven heuristics favor UKF to optimize transport-
layer metrics, while Ivy selects R3Net, prioritizing user ex-
perience. The performance gap stems from the non-linear
relationship between QoS and QoE in videoconferencing—
maximizing QoE often requires QoS trade-offs, particularly
when additional throughput doesn’t translate to better user
experience. By optimizing for MOS instead of traditional
QoS metrics, Ivy validates our thesis that effective video-
conferencing BWE requires directly targeting user experience
measurements.

D. Strength in Multiple Estimators

In contrast to our prior evaluations, we now evaluate Ivy
in an opensource testbed with AlphaRTC [18]. Using public
5G, BB, and LEO network traces [20] and the Mahimahi
emulation tool [19], we collect offline telemetry from 1000
videoconferencing calls with WebRTC’s Google Congestion
Control (GCC) [22], a widely adopted rate control algorithm.
Inspired by [8], we then train five new BWEs with offline
RL, which we refer to as model-0 through model-4. Each
BWE is trained on differing subsets of offline telemetry, with
no one model being trained on all data. Lastly, we follow
the data collection process from Section III and retrain Ivy.
We conduct 30 videoconferencing calls per BWE in this new
environment and report our observed QoE values in Figure 4.

Remark: Metalearning enables robust adaption to non-
stationary network environments. Rather than relying on a
single, generalizable model, Ivy leverages multiple specialized
models. Ivy intelligently selects the most suitable BWE to
run based on the current network state, leading to a 6%
improvement in video QoE on average compared against

our baseline estimators in these nonstationary environments.
Specifically, we observe no statistically significant regressions
in both LEO and 5G cases; however, we observe a 12% im-
provement in BB. By dynamically selecting the best estimator
for the current network conditions, Ivy enhances video QoE
in nonstationary network environments.

E. Offline vs. Online Learning

We now compare Ivy’s offline meta-learning approach with
online meta-learning. Specifically, we compare with online
metapolicies trained via PPO. For this comparison, we train
five online meta-models from scratch to maximize video
QoE. Each policy selects among the five BWEs described in
Section IV-D. We vary the number of training calls from 1000
to 3000 in increments of 500, which we denote online-1000
through online-3000. Following the same experimental setup
as our previous evaluation, we present our results in Figure 5.

Remark: Offline learning provides superior data ef-
ficiency. For a fixed number of videoconferencing calls,
our results demonstrate that Ivy’s offline approach improves
video QoE by approximately 21% to 28% over its online
counterpart (see Figure 5). This performance advantage is
achieved despite Ivy being trained completely offline on a
limited dataset, without the need for online network inter-
actions during training. Specifically, offline learning enhances
data utilization by performing multiple passes over previously
collected experience, thereby extracting more value from each
observation. In contrast, online training proceeds incremen-
tally, learning from each new experience only once. Thus, with
1000 previously collected videoconferencing telemetry logs,
Ivy’s offline metalearning approach significantly outperforms
its online counterpart trained with an equivalent number of
live calls by 28%.

V. CONCLUSION

We position our work as advancing the robustness of
ML-based systems and focus primarily on addressing data
drift, with the key insight that dynamically selecting the
optimal BWE algorithm for current conditions enables better
adaptation to changing environments. We introduce Ivy, a
QoE-driven metapolicy that dynamically selects the most
suitable BWE for given network conditions. Unlike previous
approaches, Ivy learns from offline telemetry logs without
live network interaction, reducing deployment complexity and
enhancing real-world practicality. Evaluations show our offline
meta-learning approach improves QoE by up to 11.4% over
online QoS-based meta heuristics. Future work will explore a
hybrid approach, using the offline-trained model as a robust
starting point for selective online fine-tuning to adapt to novel
network environments.
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