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Abstract
LLM agents are increasingly used for networking tasks, but
evaluating them remains hard because existing benchmarks
are often static and manually curated. NetArena addresses
this by generating executable network tasks dynamically
through a state-action abstraction and emulator-backed eval-
uation on correctness, safety, and efficiency metrics. How-
ever, expanding NetArena to new benchmarks still requires
significant expert effort. In this demonstration, we present a
compiler layer and show how it adapts new source bench-
marks to NetArena. The compiler extracts benchmark com-
ponents such as state setup, fault injection, tool interfaces,
and evaluation logic, then converts them into NetArena’s in-
termediate representation for generating valid task variants.
Our preliminary study shows that it can scale NIKA to at
least 5× more instances than before1.
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1 Introduction
LLM agents are increasingly used in many networking tasks:
generate graph-based network code [6, 12], synthesize con-
figuration files [9], and investigate internet incidents [14].

1Demo will be available at https://github.com/Froot-NetSys/NetArena.
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LLMs have also been applied to extract protocol specifica-
tions [8], reproduce networking experiments [5, 11], and
evaluate system operations [1, 4]. Yet evaluating such agents
remains difficult. Existing network-agent benchmarks [2, 10]
have made important progress, but most are either static,
manually curated, or tied to a fixed pool of incidents. This
limits their ability to scale with new network scenarios and
failure types, also make the benchmark vulnerable to data
contamination (i.e. the next generation of LLM agents could
be trained on the static benchmark data).

Recent work NetArena [13] takes a different view: a bench-
mark should not be a fixed dataset, but a dynamic generator
of executable network tasks. It abstracts each task as a state-
transition problem, samples new task instances at runtime,
executes agent actions in an emulator, and evaluates fine-
grained agents behavior including correctness, safety, and
latency from system. This design enables large, diverse, and
contamination-resistant evaluation. NetArena also improves
statistical reliability across AI agents by reducing confidence-
interval overlap with larger evaluation.

However, NetArena is still built around controlled, manu-
ally specified environments. To reflect real-world network
scenarios, it must incorporate richer incidents, traffic work-
loads, tool surfaces, and emulator backends from existing
benchmarks. Therefore, we ask: how can NetArena scale to
new benchmarks without human experts rewriting each com-
ponent from scratch?

This demo presents a first step toward this goal. We show
how NIKA [10], a network troubleshooting benchmark with
curated incidents, traffic workloads, and network emulators,
can be adapted into NetArena’s dynamic query and ground-
truth generation framework. This adaptation is non-trivial:
NIKA has various incidents and specific tools, naive random-
ization can create invalid or unsolvable tasks. We address
these challenges with a compiler layer that extracts core
benchmark components, including state setup, fault injec-
tion, tool interface, and evaluation logic, and translates them
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Figure 1: The compiler extracts core benchmark com-
ponents and translates them into NetArena’s IR to com-
pose executable dynamic benchmark queries.

into a common intermediate representation. NetArena then
uses this representation to generate valid task variants and
evaluate agents with unified correctness, safety, and effi-
ciency metrics. A preliminary study shows this can scale
NIKA to at least 5×more incident instances than the original
benchmark.

2 NetArena Architecture
NetArena represents a network benchmark as an executable
state-transition system:

(S,A, E),

where S is the state space of the network environment, A
is the set of atomic actions available to the agent, and E is
the execution function that applies an action to the current
state. A task episode starts from an initial state 𝑠0, applies a
sequence of actions, and reaches a final state:

𝑠𝑡+1 = E(𝑠𝑡 , 𝑎𝑡 (𝜃𝑡 )).

Here, 𝑎𝑡 is an action type and 𝜃𝑡 denotes its operands, such
as a link, interface, routing rule, pod, or network policy.

For each specific network application, NetArena has three
core components.
State and action abstraction (S,A). Each application de-

fines a state space and an action space. For example, for trou-
bleshooting a routing network failure, the state may include
topology, device configurations, link status, and routing ta-
bles. Actions may include failure injection such as modifying
routes, changing interface states, or applying policy updates.

Benchmark Categories
Issues

(root causes)
Total

incidents

NIKA 6 54 640
NIKA+NetArena 6 54 >3,000

Table 1: NIKA+NetArena can generate more potential
incidents within each issue.

Dynamic query generation. With (S,A), NetArena use
the state transition function to generate dynamic query (ini-
tial state) and ground truth (final state) by sampling states,
actions, and the natural-language templates.
Emulator-backed execution feedback. Agent actions are

executed in a realistic network environment (e.g, Mininet [7],
Kubernetes [3]) for evaluation. The correctness of agents
actions often cannot be checked by string matching. For
example, a route repair is correct only if connectivity is
restored, and a policy update is safe only if it does not break
unrelated communication.
In short, NetArena provides a unified abstraction for dy-

namic networking benchmarks and can generate unlimited
runtime queries. Its large query sets improve the statistical
reliability of agent evaluation [13]. However, NetArena’s
current applications still require experts to manually define
the abstraction layer, leaving unclear how easily new bench-
marks can be added.

3 New Benchmark Adaptation
Adapting a new benchmark into NetArena is challenging
as it requires reformulating original curated incident pool
into executable task generators, while maintaining the real-
ism. We use NIKA [10] as a case study for adaptation. The
adaptation layer has four main stages (Figure 1).

• State mapping: It maps each NIKA tuple, i.e., problem,
scenario, and topo_size, into a NetArena episode. The
scenario defines the initial network state, and the problem
defines the hidden fault transition.

• Action adaptation: It wraps NIKA’s MCP tools, such as
reachability checks, iperf tests, and configuration queries,
as NetArena actions. Agents therefore use the original
NIKA tool surface through a unified NetArena interface.

• Constraint inference for state transitions: It derives valid-
ity constraints from NIKA metadata and ground truth,
including task level, faulty device, faulty component, and
root-cause labels.

• Unified emulator evaluation: It uses NIKA’s Kathará back-
end to deploy the network, inject faults, and execute the
agent. NetArena records tool calls, execution steps, latency,
and network-side effects, then combines these with NIKA’s
detection/localization/RCA scores.
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